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• 1956  Dartmouth Summer Research Project on AI   (Minsky, 
McCarty, Rochester, Shannon, …)

• 1959 Widrow ADALINE: application to ASR

• 1962 Rosenblatt’s perceptron

• 1969 Minsky & Papert’s seminal book

• ’70 Anderson’s associators, Kohonen’s self-organizing maps

• 1982 Hopfield nets

• 1986 Backpropagation and the PDP …

• 2012 Explosion of deep learning

• 2017 Transformers and Large Language Models 

• 2022 GPT …
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IN THE LABS
the role of games

               M. Minsky (1968)

“ i t i s not tha t the games and 
mathematical problems (puzzles) are 
chosen because they are clear and 
simple; rather it is that they give us, for 
the smallest initial structures, the 
greatest complexity”



SYMBOLIC AND SUB-SYMBOLIC AI



Gioco del 24:
 25!/2 ≈ 7.76×1024

IT IS NOT FORCE ONLY!
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1.1 Why Do Machines Need to Learn? 3

This chapter gives a big picture of the book. Its reading offers an overall view of
the current machine learning challenges, after having discussed principles and their
concrete application to real-world problems. The chapter introduces the intriguing
topic of induction, by showing its puzzling nature, as well as its necessity in any task
which involves perceptual information.

1.1 WHY DO MACHINES NEED TO LEARN?
Why The metalevel of

machine learning.
do machines need to learn? Don’t they just run the program, which simply

solves a given problem? Aren’t programs only the fruit of human creativity, so as
machines simply execute them efficiently? No one should start reading a machine
learning book without having answered these questions. Interestingly, we can easily
see that the classic way of thinking about computer programming as algorithms to
express, by linguistic statements, our own solutions isn’t adequate to face many chal-
lenging real-world problems. We do need to introduce a metalevel, where, more than
formalizing our own solutions by programs, we conceive algorithms whose purpose
becomes that of describing how machines learn to execute the task.

As an example let us consider the case of handwritten character
recognition. Handwritten

characters: The 2d

warning!

To make things easy, we assume that an intelligent agent is
expected to recognize chars that are generated using black and white
pixels only — as it is shown in the figure. We will show that also
this dramatic simplification doesn’t reduce significantly the difficulty
of facing this problem by algorithms based on our own understanding of regularities.
One early realizes that human-based decision processes are very difficult to encode
into precise algorithmic formulations. How can we provide a formal description of
character “2”? The instance of the above picture suggests how tentative algorithmic
descriptions of the class can become brittle. A possible way of getting rid of this
difficulty is to try a brute force approach, where all possible pictures on the retina
with the chosen resolution are stored in a table, along with the corresponding class
code. The above 8 × 8 resolution char is converted into a Boolean string of 64 bits by
scanning the picture by rows:

∼ 0001100000100100000000100000001000000010100001000111110000000011.

(1.1.1)

Of course, we can construct tables with similar strings, along with the associated
class code. In so doing, handwritten char recognition would simply be reduced to
the problem of searching a table. Char recognition

by searching a
table.

Unfortunately, we are in front of a table with
264 = 18446744073709551616 items, and each of them will occupy 8 bytes, for
a total of approximately 147 quintillion (1018) bytes, which makes totally unreason-
able the adoption of such a plain solution. Even a resolution as small as 5×6 requires
storing 1 billion records, but just the increment to 6 × 7 would require storing about
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CHAR RECOGNITION VS CHESS-BOARD
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In vision

Segmentation and
Recognition

The chicken-egg 
dilemma

SEGMENTATION AND RECOGNITION 
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Problems with time 
warping, different 
speakers, 
noise ...

Segmentation: non-just
Energy-based thresholding!

SEGMENTATION AND RECOGNITION (CON’T) 
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Biological neurons

about 100 billion,  7,000 synaptic connections each 

Neural activity:
about 70 mV,  50 Hz

FROM NEUROSCIENCE

1000 trillion connections100 billion neurons, 10,000 connections
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Brain and localization of functionalitiesFROM NEUROSCIENCE (CON’T)

Secrets from biology?
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Artificial neurons

1.1 Why Do Machines Need to Learn? 11

discussions). Yet, the methodologies at the basis of those models are remarkably dif-
ferent. Scientists in the field often come from two different schools of thought, which
lead them to look at learning tasks from different corners. An influential school is
the one which originates with symbolic AI. As it will be sketched in Section 1.5,
one can regard computational models of learning as search in the space of hypothe-
ses. A somewhat opposite direction is the one with focusses on continuous-based
representations of the environment, which favors the construction of learning mod-
els conceived as optimization problems. This is what is mostly covered in this book.
Many intriguing open problems are nowadays at the border of these two approaches.

1.1.3 BIOLOGICAL AND ARTIFICIAL NEURAL NETWORKS
One of the Artificial neurons.simplest models of artificial neurons consists of mapping the inputs by a
weighted sum that is subsequently transformed by a sigmoidal nonlinearity according
to

ai = bi +
d∑

j=1

wi,j xj ,

yi = σ (ai) = 1/(1 + e−ai ).

(1.1.2)

The squash function σ (·) favors a decision-like behavior, since yi → 1 or yi → 0 as
the activation diverges (ai → ±∞). Here, i denotes a generic neuron, while wi,j is
the weight associated with the connection from input j to neuron i. We can use this
building block for constructing neural networks that turn out to compute complex
functions by composing many neurons. Amongst the possible ways of combining
neurons, the MLNs are also

referred to as
multilayered
perceptrons (MLPs).

multilayered neural network (MLN) architecture is one of the most pop-
ular, since it has been used in an impressive number of different applications. The
idea is that the neurons are grouped into layers, and that we connect only neurons
from lower to upper layers. Hence, we connect j to i if and only if l(j) < l(i),
where l(k) denotes the layer where the generic unit k belongs to. We distinguish the
input layer I , the hidden layers H , and the output O layer. Multilayer networks can
have more that one hidden layer. The computation takes place according to a piping
scheme where data available at the input drives the computational flow. We consider
the MLP of Fig. 1.3 that is conceived for performing handwritten character recogni-
tion. Parallel computing

on the neurons of
the same layer and
piping.

First, the processing of the hidden units takes place and then, as their activations
are available, they are propagated to the output. The neural network receives, as input,
the output of the preprocessing module x = π(e) ∈ R25. The network contains 15
hidden neurons and 10 output neurons. Its task is that of providing an output which
is as close as possible to the target indicated in the figure. As we can see, when the
network receives the input pattern “2”, it is expected to return an output which is as
close as possible to the target, indicated by the 1 on top of neuron 43 in Fig. 1.3. Here
one-hot encoding has been assumed, so as only the target corresponding to class “2”
is high, whereas all the others are set to zero. The input character is presented to the
input layer by an appropriate row scanning of the picture and then it is forwarded to

x1 xdx2

+

�(·)

NEURAL MODEL
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12 CHAPTER 1 The Big Picture

FIGURE 1.3

Recognition of handwritten chars. The incoming pattern x = π( ) is processed by the
feedforward neural network, whose target consists of firing only neuron 43. This
corresponds with the one-hot encoding of class “2”.

the hidden layer, where the network is expected to construct features that are useful
for the recognition process. The chosen 15 hidden units are expected to capture dis-
tinctive properties of different classes. Human interpretation of similar features leads
to the characterization of geometrical and topological properties.Mass geometry,

smoothness, and
topology based

features.

Area, perimeter, as
well as features from mass geometry, help discriminating the chars. The barycenter
and the momentum of different order detect nice properties of the patterns but, as
already pointed out, the features might also be related to our own intuitions on what
is characterizing the different classes, like the roundness and number of holes pro-
vide additional cues. There are also some key points, like corners and crosses, that
strongly characterize some class (e.g., the cross of class “8”). Interestingly, one can
think of the neurons of the hidden layer as feature detectors, but it is clear that we
are in front of two fundamental questions: Which features can we expect the MLP will
detect? Provided that the MLP can extract a certain set of features, how can we deter-
mine the weights of the hidden neurons that perform such a feature detection? Most
of these questions will be addressed in Chapter 5, but we can start making some in-
teresting remarks. First, since the purpose of this neural network is that of classifying
the chars, it might not be the case that the above mentioned features are the best ones
to be extracted under the MLP. Second, we can immediately grasp the idea of learning,
which consists of properly selecting the weights, in such a way to minimize the error
with respect to the targets. Hence, a collection of handwritten chars, along with the
corresponding targets, can be used for data fitting. As it will be shown in the follow-
ing section, this is in fact a particular kind of learning from example scheme that is
based on the information provided by an oracle referred to as the supervisor. While
the overall purpose of learning is that of providing the appropriate classification, the
discovery of the weights of the neurons leads to constructing intermediate hidden

Feedforward neural network

14 CHAPTER 1 The Big Picture

the concept acquisition also requires a different assessment. First, let us consider the
case of batch-mode. We can measure the classification quality in the training set by
computing

The error function
measures the

progress of
learning. E(w) =

ℓ∑

κ=1

n∑

j=1

(1 − yκj fj (w, xκ))+, (1.1.3)

where n is the number of classes and fj (w, xκ) is the j th output of the network fed
with pattern xκ . Throughout the book we use the notation (·)+ to represent the hinge
function, which is defined as (z)+ = z · [z > 0], where [z > 0] = 1 if z > 0 and
[z > 0] = 0, otherwise. Hence (1 − yκj fj (w, xκ))+ = 0 holds whenever there is a
strong sign agreement between the output fj (w, xκ ) and the target yκj . Notice that
because of the one-hot encoding, the index j = 1, . . . , n corresponds with the class
index. Now, fj (w, xκ) and yκj must agree on the sign, but robustness requirements
in the classification lead us to conclude that the outputs cannot be too small.(N , L ) ! E(·).

Learning is the
optimization of

E(·).

The pair
(N ,L ), which is composed of the neural network N and of the training set L ,
offers the ingredients for the construction of the error function in Eq. (1.1.3) that,
once minimized, returns a weight configuration of the neural network that well fits
the training set. As it will become clear in the following, unfortunately, fitting the
training set isn’t necessarily a guarantee of learning the underlining concept. The
reason is simple: The training set is only sampling the probability distribution of
the concept and, therefore, its approximation very much depends on the relevance of
the samples, which is strongly related to the cardinality of the training set and to the
difficulty of the concept to the learned.

As we move to online mode, the formulation of learning needs some additional
thoughts. A straightforward extension from batch-mode suggests adopting the er-
ror function Et computed over Lt . However, this is tricky, since Et changes as
new supervised examples come.While in batch-mode, learning consists of finding
w⋆ = arg minw E(w), in this case we must carefully consider the meaning of opti-
mization at step t . The intuition suggests that we need not reoptimize Et at any step.
Numerical algorithms, like gradient descent, can in fact optimize the error on single
patterns as they come. While this seems to be reasonable, it is quite clear that such
a strategy might led to solutions in which the neural network is inclined to “forget”
old patterns. Hence, the question arises on what we are really doing when performing
online learning by gradient weight updating.

Unsupervised
learning.

The link with human cognition early leads us to explore learning processes that
take place regardless of supervision. Human cognition is in fact characterized by
processes of concept acquisition that are not primarily paired with supervision. This
suggests that while supervised learning allows us to be in touch with the external
symbolic interpretations of environmental concepts, in most cases, humans carry
out learning schemes to properly aggregate data that exhibit similar features. How
many times do we need to supervise a child on the concept of glass?The glass example. It’s hard to
say, but surely a few examples suffice to learn. Interestingly, the acquisition of the

Borrowing from biology: 
Learning consists of an appropriate change of the synaptic connections

1.1 Why Do Machines Need to Learn? 5

case π is simply mapping the Boolean matrix to a Boolean vector by row scanning in
such a way that there is no information loss when passing from e to x. As it will be
shown later, on the other hand, the preprocessing function π typically returns a pat-
tern representation with information loss with respect to the original environmental
representation e ∈ E . Function f maps this representation onto the one-hot encoding
of number 2 and, finally, h transforms this code onto a representation of the same
number that is more suitable for the task at hand:

π−→ (0, 0, 0, 1, 1, 0, 0, 0, . . . , 0, 0, 0, 0, 0, 0, 1, 1)′

f−→ (0, 0, 1, 0, 0, 0, 0, 0, 0, 0)′
h−→ 2.

Overall the action of χ can be nicely written as χ( ) = 2. In many learning ma-
chines, the output encoding function h plays a more important role, which consists
of converting real-valued representations y = f (x) ∈ R10 onto the corresponding
one-hot representation. For example, in this case, one could simply choose h such
that hi(y) = δ(i,arg max κy), where δ denotes the Kronecher’s delta. In doing so, the
hot bit is located at the same position as the maximum of y. While this apparently
makes sense, a more careful analysis suggests that such an encoding suffers from a
problem that is pointed out in Exercise 2.

Functions π(·) and h(·) adapt the environmental information and the decision
to the internal representation of the agent. As it will be seen throughout the book,
depending on the task, E and O can be highly structured, and their internal represen-
tation plays a crucial role in the learning process. The specific role of π(·) is to encode
the environmental information into an appropriate internal representation. Likewise,
function h(·) is expected to return the decision on the environment on the basis of the
internal state of the machine. The core of learning is the appropriate discovering of
f (·), so as to obey the constraints dictated by the environment.

What are the environmental conditions that are dictated by the environment?
Learning from
examples.

Since the dawn of machine learning, scientists have mostly been following the princi-
ple of learning from examples. Under this framework, an intelligent agent is expected
to acquire concepts by induction on the basis of collections L = {(eκ , oκ ), κ =
1, . . . , ℓ)}, where an oracle, typically referred to as the supervisor, pairs inputs
eκ ∈ E with decision values oκ ∈ O . A first important distinction concerns clas-
sification and regression tasks. In the first case, the decision requires the finiteness of
O , while in the second case O can be thought of as a continuous set.

Classification and
regression.

First, let us focus on classification. In simplest cases, O ⊂ N is a collection
of integers that identify the class of e. For example, in the handwritten character
recognition problem, restricted to digits, we might have |O| = 10. In this case, we can
promptly see the importance of distinguishing the physical, the environmental, and
the decision information with respect to their corresponding internal representation
of the machine. At the pure physical level, handwritten chars are the outcome of
the physical process of light reflection. It can be captured as soon as we define the
retina R as a rectangle of R2, and interpret the reflected light by the image function

LEARNING AS WEIGHT UPDATING
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case π is simply mapping the Boolean matrix to a Boolean vector by row scanning in
such a way that there is no information loss when passing from e to x. As it will be
shown later, on the other hand, the preprocessing function π typically returns a pat-
tern representation with information loss with respect to the original environmental
representation e ∈ E . Function f maps this representation onto the one-hot encoding
of number 2 and, finally, h transforms this code onto a representation of the same
number that is more suitable for the task at hand:

π−→ (0, 0, 0, 1, 1, 0, 0, 0, . . . , 0, 0, 0, 0, 0, 0, 1, 1)′

f−→ (0, 0, 1, 0, 0, 0, 0, 0, 0, 0)′
h−→ 2.

Overall the action of χ can be nicely written as χ( ) = 2. In many learning ma-
chines, the output encoding function h plays a more important role, which consists
of converting real-valued representations y = f (x) ∈ R10 onto the corresponding
one-hot representation. For example, in this case, one could simply choose h such
that hi(y) = δ(i,arg max κy), where δ denotes the Kronecher’s delta. In doing so, the
hot bit is located at the same position as the maximum of y. While this apparently
makes sense, a more careful analysis suggests that such an encoding suffers from a
problem that is pointed out in Exercise 2.

Functions π(·) and h(·) adapt the environmental information and the decision
to the internal representation of the agent. As it will be seen throughout the book,
depending on the task, E and O can be highly structured, and their internal represen-
tation plays a crucial role in the learning process. The specific role of π(·) is to encode
the environmental information into an appropriate internal representation. Likewise,
function h(·) is expected to return the decision on the environment on the basis of the
internal state of the machine. The core of learning is the appropriate discovering of
f (·), so as to obey the constraints dictated by the environment.

What are the environmental conditions that are dictated by the environment?
Learning from
examples.

Since the dawn of machine learning, scientists have mostly been following the princi-
ple of learning from examples. Under this framework, an intelligent agent is expected
to acquire concepts by induction on the basis of collections L = {(eκ , oκ ), κ =
1, . . . , ℓ)}, where an oracle, typically referred to as the supervisor, pairs inputs
eκ ∈ E with decision values oκ ∈ O . A first important distinction concerns clas-
sification and regression tasks. In the first case, the decision requires the finiteness of
O , while in the second case O can be thought of as a continuous set.

Classification and
regression.

First, let us focus on classification. In simplest cases, O ⊂ N is a collection
of integers that identify the class of e. For example, in the handwritten character
recognition problem, restricted to digits, we might have |O| = 10. In this case, we can
promptly see the importance of distinguishing the physical, the environmental, and
the decision information with respect to their corresponding internal representation
of the machine. At the pure physical level, handwritten chars are the outcome of
the physical process of light reflection. It can be captured as soon as we define the
retina R as a rectangle of R2, and interpret the reflected light by the image function

preprocessing

learning output decoding

it’s a “2”

⇡

f
h

DECISION PROCESS



20

Case of classification

1.1 Why Do Machines Need to Learn? 5

case π is simply mapping the Boolean matrix to a Boolean vector by row scanning in
such a way that there is no information loss when passing from e to x. As it will be
shown later, on the other hand, the preprocessing function π typically returns a pat-
tern representation with information loss with respect to the original environmental
representation e ∈ E . Function f maps this representation onto the one-hot encoding
of number 2 and, finally, h transforms this code onto a representation of the same
number that is more suitable for the task at hand:

π−→ (0, 0, 0, 1, 1, 0, 0, 0, . . . , 0, 0, 0, 0, 0, 0, 1, 1)′

f−→ (0, 0, 1, 0, 0, 0, 0, 0, 0, 0)′
h−→ 2.

Overall the action of χ can be nicely written as χ( ) = 2. In many learning ma-
chines, the output encoding function h plays a more important role, which consists
of converting real-valued representations y = f (x) ∈ R10 onto the corresponding
one-hot representation. For example, in this case, one could simply choose h such
that hi(y) = δ(i,arg max κy), where δ denotes the Kronecher’s delta. In doing so, the
hot bit is located at the same position as the maximum of y. While this apparently
makes sense, a more careful analysis suggests that such an encoding suffers from a
problem that is pointed out in Exercise 2.

Functions π(·) and h(·) adapt the environmental information and the decision
to the internal representation of the agent. As it will be seen throughout the book,
depending on the task, E and O can be highly structured, and their internal represen-
tation plays a crucial role in the learning process. The specific role of π(·) is to encode
the environmental information into an appropriate internal representation. Likewise,
function h(·) is expected to return the decision on the environment on the basis of the
internal state of the machine. The core of learning is the appropriate discovering of
f (·), so as to obey the constraints dictated by the environment.

What are the environmental conditions that are dictated by the environment?
Learning from
examples.

Since the dawn of machine learning, scientists have mostly been following the princi-
ple of learning from examples. Under this framework, an intelligent agent is expected
to acquire concepts by induction on the basis of collections L = {(eκ , oκ ), κ =
1, . . . , ℓ)}, where an oracle, typically referred to as the supervisor, pairs inputs
eκ ∈ E with decision values oκ ∈ O . A first important distinction concerns clas-
sification and regression tasks. In the first case, the decision requires the finiteness of
O , while in the second case O can be thought of as a continuous set.

Classification and
regression.

First, let us focus on classification. In simplest cases, O ⊂ N is a collection
of integers that identify the class of e. For example, in the handwritten character
recognition problem, restricted to digits, we might have |O| = 10. In this case, we can
promptly see the importance of distinguishing the physical, the environmental, and
the decision information with respect to their corresponding internal representation
of the machine. At the pure physical level, handwritten chars are the outcome of
the physical process of light reflection. It can be captured as soon as we define the
retina R as a rectangle of R2, and interpret the reflected light by the image function

x

fi(x) 2 [�1,+1]

classifier

+1

�1
�1

�1
�1

�1
�1
�1
�1
�1

y = h�1(2)

o = h(y)

o = 2

HOW TO MEASURE THE PROGRESS OF LEARNING



SYNAPTIC CONNECTIONS IN POPULAR LLM

… trillions of connections …

Human brain is made of 1,000 trillion connections
… but the speed is not comparable!



symbolic representations

Sub-symbolic representations

algorithms learning

INTELLIGENCE 

EMERGENCE OF INTELLIGENCE

meta-level



IS AI CHALLENGING  
HUMAN INTELLIGENCE?

… Intelligence which emerges from the Web / huge data collections



From “AI labs” 
to the cinema

?



GAMES
               M. Minsky (1968)

“it is not that the games and mathematical problems 
(puzzles) are chosen because they are clear and 
simple; rather it is that they give us, for the smallest 
initial structures, the greatest complexity”

• Puzzles (Sam Loyd Game, Rubik’s cube, …)

• Chess

• Go

• …



MEDICAL DIAGNOSYS

A patient reports experiencing fatigue, and blood 
tests reveal a significant hemoglobin deficiency. 
Additionally, she has gained weight and mentions 
noticing some changes in his voice. What could be 
the diagnosis?

The symptoms described — fatigue, significant hemoglobin deficiency 
(anemia), weight gain, and voice changes — may point to 
hypothyroidism, particularly if the voice change is described as 
hoarseness or a deepening of the voice.

Possible Diagnosis: Hypothyroidism

GPT-4



ALGORITHM DESIGN AND 
PROGRAMMING

There are 15 matches on the table, and two players (an opponent and the 
computer) take turns selecting a number of matches, denoted by a and c. 
Each player can take a number of matches such that a ∈ [1, 3], c ∈ [1, 3]. 
The player who picks up the last match loses.



PYTHON CODE
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CREATIVITY

• Music (Suno AI, Udio, …)

• Drawing (Dall-e, …)

• film (Sora, Runway, Veo, …): an experiment in our lab (with Luigi 

Perotti): https://vimeo.com/1063132376?share=copy

• …

https://vimeo.com/1063132376?share=copy


INTELLIGENCE AND CONSCIOUSNESS

• Homo sapiens is no longer alone on Earth in achieving high-level cognitive 
expressions and possessing language. It is not the strongest — and 
perhaps not even the most intelligent!

• The Cartesian mind-body dilemma has finally been dissolved; AI-powered 
computers now support computational processes similar to those of the 
human brain, and the trillions of synaptic connections that once defined it 
now also reside in GPUs! 

• The robot can achieve self-perception, and everything related to our 
interpretation of consciousness finds a natural extension in machines.

IS THERE A SOLID SCIENTIFIC EVIDENCE 

FOR THESE CLAIMS?



CONSCIOUSNESS AND RESPONSIBILITY

• Roger Penrose: “Consciousness is not computation!”

• Humans perceive pain. Not by chance, the concept of ethics has 
developed, and civilized countries establish laws to limit and punish any 
action that causes pain. Do machines feel pain? Can we transfer the 
concept of a “physical person” (capable of holding rights and obligations) 
to that of a “physical machine”? In reality, software is independent of 
machines — and it is not mortal!

• In machines, faulty parts are replaced; in biology, cellular processes 
inevitably lead to death.

• Kurzweil’s singularity:  Are cyborgs truly entities supported by solid 
scientific arguments? What does the progressive replacement of biological 
neurons with artificial ones mean? Why, after decades, do we still not have 
prosthetics for the blind? 

• I humbly argue that responsibility should remain - as far as possible - with 
humans, who should use machines merely as cognitive levers!



RISKS AND GEOPOLITICAL ISSUES



• Artificial General Intelligence (AGI)

• Artificial Super Intelligence (ASI)

TAKING AI SAFETY SERIOUSLY
 International Scientific Report on the Safety of Advanced AI 

Yoshua Bengio:

… while we are racing towards AGI or even ASI, nobody 
currently knows how such an AGI or ASI could be made to 
behave morally, or at least behave as intended by its 
developers and not turn against humans …

… Entities that are smarter than humans and that have 
their own goals: are we sure they will act towards our 
well-being? 

https://www.gov.uk/government/publications/international-scientific-report-on-the-safety-of-advanced-ai


• For those who think that we may reach AGI but not ASI (analog vs digital 
computation)

• For those who think that AGI and ASI will be kind to us (An AI with a self-
preservation goal would resist being turned off )

• For those who think that corporations will only design well-behaving AIs and 
existing laws are sufficient

• For those who think that we should accelerate AI capabilities research and 
not delay benefits of AGI  (invest wisely in research to make sure we can 
appropriately control those risks )

• For those concerned that talking about catastrophic risks will hurt efforts to 
mitigate short-term human-rights issues with AI

• For those concerned with the US-China cold war

TAKING AI SAFETY SERIOUSLY (Yoshua Bengio)
 International Scientific Report on the Safety of Advanced AI 

https://www.ijcai.org/proceedings/2017/32
https://www.ijcai.org/proceedings/2017/32
https://www.gov.uk/government/publications/international-scientific-report-on-the-safety-of-advanced-ai


TAKING AI SAFETY SERIOUSLY (Yoshua Bengio)
 International Scientific Report on the Safety of Advanced AI 

• For those who think that international treaties will not work 

• For those who think the genie is out of the bottle and we should just let go and 
avoid regulation

• For those who think that open source AGI code and weights are the solution

• For those who think worrying about AGI is falling for Pascal’s wager

• For those who discard x-risk for lack of reliable quantifiable predictions

How can - humans - control 
AI-powered autonomous weapons?

https://www.gov.uk/government/publications/international-scientific-report-on-the-safety-of-advanced-ai


SLOWDOWN?

Pause Giant AI Experiments: An Open Letter
22 March, 2023

DECENTRALIZED AI



In oriental folklore 

dragons not only enjoy 

awesome grace and 

b e a u t y , t h e y a r e 

endowed with immense 

wisdom. But in the west 

they are often portrayed 

as ev i l—St . George 

vanquishes a fearsome 

dragon, as does Beowulf

—or, sometimes, friendly

—Puff. 

THE PROGRESS ON WEB SEARCH



GENERATIVE AI: DRAGONS EVOLVE … 

outside academic research labs

The milk: it is not just
 Web search or  GMail …

Privacy issues?
Transparency?
Trustworthy AI?
Geopolitical issues? 
…

un instant de déjà-vu

Condemned to the sole intelligence that emerges from brute force?
In nature, intelligence emerges only from interactions, not from collections of data!



A UNIVERSE OF SOCIAL LEARNING AGENTS
On-board intelligence … just like in Nature!
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TOWARD DECENTRALIZED AI



8 CHAPTER 2. COLLECTIONLESS AI AND NARNIAN
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Figure 2.1: Community of NARNIAN agents. Each agent receives streams from
the environment, while some of them (A2 and A12) can also modify it. The
same holds for agent interactions; in the figure, all agents can exchange streams
apart from A1 which only sends streams to A3 and A12.

… and humans!
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TOWARD DECENTRALIZED AI
Specialized Agents: We'll be seeing a lot of symbolic AI again!



environment environment

Agent Agent

A NEW WEB OF AGENTS 
Privacy by design
Peer to peer communication protocols

The decentralization of computation unlocks a new goldmine of methodologies  
for advancing AI within a framework that respects privacy. 

Interaction is the new gold!



Stimulation of fresh ideas

• Consider seriously the risks discussed in the last 
International Scientific Report on the Safety of 
Advanced AI - chaired by Yoshua Bengio

• Agency: precautionary principle?

• The Web has lead to centralized AI on cloud (huge 
data collections - the gold - in the dragon's belly)

• The proposed slowdown is difficult to implement:  
The challenge of Decentralized and CollectionlessAI 
(interaction is the new gold) 
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CONCLUSIONS


